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In the news: faster algorithms from AI models In the news
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On 6 October 2026, OpenAI released 722 manuscripts written by internal models,

claiming solutions of open research problems. Three are about topics of this course:

best known before claimed now

Matrix multiplication (Lecture 4)

Discrete Fourier transform (Lecture 5)

Integer multiplication (Lecture 5)

Not yet reviewed. OpenAI reports Lean proofs of the matrix bound and of a weaker form of the Fourier result;

the integer result is not formalised.

Source: github.com/openai/math, entries 107, 130 and 109.



Quicksort: fast, but how fast? Quicksort
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So far, every running time was a worst-case bound.

Merge sort:  comparisons, always.

Quicksort:  in the worst case,

and yet widely used.

? Why? What is a typical input?

today

comparisons for 1000 numbers

sorted input 499,500

random order 11,197

45 times fewer

Typical inputs, and the tools.1

Quicksort:  on average.2

A lower bound for every comparison sort.3



Recall: Partition Quicksort
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Swap A[6] and A[8]: the pivot 6 is in its final place.

7 comparisons in total.

smaller than the pivot larger than the pivot

, just compared the pivot
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Partition

  the pivot1

2

for  to 3

if 4

5

swap  and 6

swap  and 7

return 8



Recall: Quicksort, and who is compared Quicksort
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call pivot compared with #

A[1..8] 6 4 7 3 5 1 8 2 7

A[1..5] 2 4 3 5 1 4

A[3..5] 3 5 4 2

A[4..5] 5 4 1

A[7..8] 8 7 1

total 15

15 of the 28 pairs were compared.

Grey: never compared; each shows

the pivot that separated the pair.
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Best case and worst case Quicksort

6

Worst case: the pivot is always

the smallest or the largest element.

; here .

Best case: the pivot is always

the median.

; here .

a call of Partition on a subarray

its pivot, now in place

numbers: comparisons on that level



Unbalanced splits are not so bad Quicksort
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 comparisons,

where  are the sizes of the two parts.

If every split is :

? What does this solve to? Unroll it.

Each level of the recursion: at most  comparisons.

Longest path: at most  levels.

So .

split levels

pivot of rank  out of :

a split no worse than , with probability .

2 3 4 5 6 7 8 9



The average case: a typical run Quicksort
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Worst case the maximum over all inputs of size  (the usual convention)

Best case the minimum

Average case the average over random inputs of size ; here all  orderings are equally likely

Random input,  = 63: 356 comparisons, 12 levels.

Average over all inputs: 353. Best case: 258. Worst case: 1953.



Expectation, indicators, linearity Probability toolkit
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Expectation of a random variable :

Indicator variable of an event :

 if  happens, else .

.

Linearity.  ,

even if  and  are dependent.

A random permutation  of ;

 if , else  .

: the number of inversions.

1 2 3 0 0 0 0

1 3 2 0 0 1 1

2 1 3 1 0 0 1

2 3 1 0 1 1 2

3 1 2 1 1 0 2

3 2 1 1 1 1 3

average

Each ; for  elements,

.



Running time = O(n + X) Average case of Quicksort
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Calls of Partition:

each fixes its pivot for good.

Calls of Quicksort: the first,

and two per call of Partition.

Outside the loop:  per call.

In the loop: one comparison

and  work per iteration.

Running time ,

where  counts the comparisons.

Quicksort

if 1

Partition2

Quicksort3

Quicksort4

Partition

1

2

for  to 3

if   one comparison4

5

swap  and 6

swap  and 7

return 8



Notation:  and Average case of Quicksort
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The  elements of  are distinct.

:

the elements of  sorted.

 has rank .

:

the elements of rank  to .

 if  and  are compared,

else  .

31 8 52 19 7 44 26

7 8 19 26 31 44 52



Each pair is compared at most once Average case of Quicksort
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Elements are compared only in Partition,

and only with the pivot.

Afterwards the pivot is in its final place:

in no later subarray.

So  and  are compared only when

one of them is the pivot, and then once.

Every comparison is counted exactly once.

Both calls are over: no pair was compared twice.



When are  and  compared? Average case of Quicksort
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Lemma.  For :  and  are compared  the first pivot chosen from  is  or .

Outside: a pivot outside  (here )

sends all of  to the same side.

Between: the first pivot in 

is strictly between (here ):

 and  are separated for good.

never compared

Endpoint: the first pivot is  (or ):

it is compared with the whole subarray,

in particular with .

compared



The probability of a comparison Average case of Quicksort
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Key fact.  The first pivot chosen from 

is equally likely to be

any of its  elements.

A random pivot does this; so does a random input,

since every subarray is again a random ordering.

each: chance of being the first pivot

compared: first pivot is an end

separated: first pivot in the middle

(the two events are disjoint)

(key fact)



The table of probabilities Average case of Quicksort
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depends only on the distance .

Neighbours: always compared.

The farther apart, the less likely:

 and  with probability .

Each row adds up to less than ;

all rows together: .

row sum



The expected number of comparisons Average case of Quicksort
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(each pair is compared at most once)

(linearity; )

(the probability of a comparison)

(put )

(each inner sum is below )

? How large is the harmonic number ?



Harmonic numbers Average case of Quicksort
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Harmonic number.

.

Upper bound. For , the bar of height 

over  lies under the curve:

Lower bound. Bars over  lie above it:

,

so .



The expected number of comparisons Average case of Quicksort
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(each pair is compared at most once)

(linearity; )

(the probability of a comparison)

(put )

(each inner sum is below )

( )



The exact formula Average case of Quicksort
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Group the pairs by distance :

 pairs, each with probability .

Put , so :



Quicksort on average Average case of Quicksort
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Theorem.  On a uniformly random input, Quicksort runs in expected time .

For , the expected number of comparisons is

Random pivot instead of random input:

the same bound for every input.

No bad inputs, only bad luck.

? Can a version of Quicksort have worst-case time ?

Yes: take the median as pivot, found in  time

by the selection algorithm: .



Comparison sorts are decision trees Lower bound for sorting
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Quicksort on , run on all  orderings:

each node is a comparison, each leaf an output.

yes no

yes no

yes no

yes no

yes no

3 3

2 2

3 3

Sum of the depths: 3 + 3 + 2 + 2 + 3 + 3 = 16. Average over the 6 inputs: 16/6 = 8/3 ≈ 2.67.

Every comparison sort has such a decision tree.



Worst case: the depth of the tree Lower bound for sorting
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The worst case is the depth  of the tree:

the longest path from the root to a leaf.

At least  leaves, one per output.

A binary tree of depth  has at most  leaves.

So , that is .

 (at least  factors are )



Average case: the average depth Lower bound for sorting
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On average over the  inputs, the cost is the average depth of a leaf.

? Which binary tree with  leaves has the smallest average depth?

1

2

3

4

5

6

7 7

sum of depths 35

average 35/8 = 4.38

2

3 3 3 3

4 4

3

sum of depths 25

average 25/8 = 3.13

3 3 3 3 3 3 3 3

sum of depths 24

average 24/8 = 3.00

The balanced tree: . Can a tree with  leaves beat ?



Why balanced trees are best Lower bound for sorting
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Lemma.  Let  be a binary tree with  leaves

in which every internal node has two children,

and  the sum of the depths of its leaves.

Then .

Induction on . : .

: the root has subtrees  with  leaves.

(each leaf is one level deeper in )

(by induction; )

(  is convex)

. ( )

So the average depth of a leaf is .



The average-case lower bound Lower bound for sorting
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Theorem.  Every comparison sort makes at least 

comparisons on average, over the  orderings of the input.

The  inputs need  different outputs,

so they end in  different leaves.

Average number of comparisons

= average depth of these leaves

 (by the lemma).

And .

Quicksort ratio

5

10

100

1000

Quicksort's average against the bound: factor .



Sorting algorithms compared Summary

26

Comparisons to sort  distinct numbers (average: over all  orderings).

average worst case

Merge sort

Quicksort

Every comparison sort

Quicksort makes about 39% more comparisons than merge sort, yet is often faster in practice:

it sorts in place, with a simple inner loop.



Summary Summary
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Quicksort is optimal on average,

up to a factor of about .

Reference: CLRS, Chapters 7.1, 7.3, 7.4

Average case needs a model:

a uniformly random input (or a random pivot).

Tools: expectation, indicators, linearity.

1

Quicksort:  are compared iff the first pivot

from  is one of them: probability .

So .

2

Lower bound: a comparison sort is a decision tree

with  leaves; its average leaf depth is

at least .

3


