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Acronyms

• ACL - Association for Computational Linguistics

• *ACL - various associated conferences (ex: EACL)

• ACL Anthology

• ARR - ACL Rolling Review
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Venues and more acronyms

Mostly publish in conferences and workshops

• NLP specific conferences

• EMNLP, ACL, NAACL, EACL, AACL, COLING, LREC, ...

• Findings

• Broader ML/AI conferences where people also submit

• COLM, AAAI, ICLR, NeurIPS

• NLP journals

• TACL, CL

• Journals can have benefits:

https://ehudreiter.com/2018/12/11/publish-in-journals/

• Many many workshops and shared tasks

6

https://ehudreiter.com/2018/12/11/publish-in-journals/


Publication process

1. Reviewing [Reviewers]

2. (sometimes) Author response [Authors]

3. Metareview [Area Chair (AC)]

4. Decision (accept/reject) [Senior Area Chair (SAC)]

5. Presentation format decision (oral/poster)

Steps 1-3 → ARR

Steps 4,5 → Individual venue
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ARR
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Formatting & other guidelines

• Formatting is not just a suggestion

• Some issues can lead to automatic rejection

https://aclrollingreview.org/authorchecklist

• Detailed guidelines exist:

https://acl-org.github.io/ACLPUB/formatting.html

• Also reviewer guidelines:

https://aclrollingreview.org/reviewerguidelines
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Be careful using color

↑ Too much color can be distracting

From Ravichander et al. (2025).
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Be careful using color

↭ Use color to help comprehension

From Hu et al. (2023). 12



Be aware of accessibility

↑ Unmarked lines may be indistinguishable

From Deng et al. (2025).
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Be aware of accessibility

↭ Use symbols to di!erentiate lines

From Yan et al. (2025). 14



Miscellaneous resources

• Writing advice

• https://psresnik.github.io/writing_advice.html

• Research & publishing

• https://ehudreiter.com/2020/04/06/is-a-paper-scientifically-solid/

• https://ehudreiter.com/2016/12/23/good-papers-are-hard-to-publish/
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Purpose: Inform

Most scientific writing has two specific purposes: to inform and to persuade. The level

of persuasion varies: instructions require very little, a grant proposal requires a lot of

persuasion.

Analogy from Alley (2018): a scientific document provides path that leads the reader

up the mountain of your scientific expertise. If your purpose is merely to inform:

• you need to provide a path up the mountain

• it can be gentle (simple content) or steep (complex content)

• but you need to make sure readers can follow, break down the information,

provide “vistas of understanding”
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Purpose: Persuade

To inform, you need to answer what, where, when, how. To persuade, you also need to

answer why. You need to build credibility with the audience:

• expend extra words to persuade; it’s not about being maximally e”cient

• you may not take most direct path up the mountain; it’s more like navigating a

boulder field

• the writing style changes: from lists (informative) to longer paragraphs

(persuasive)

Persuasive writing explains why this is the right topic, research question, method, and

technique.
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Title

How to write titles:

• “short and sweet” is great advice for the title of novels, but it doesn’t work well

for titles of scientific papers

• the title should enable the audience to decide whether to read the paper or not

• in a bibliography or a web search readers will only see the title

• use the title to specify the scope of the document: identify the field of work and

separate it from others in the field
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Example titles from ACL 2025

• One-sentence summary of the result of the study
• Statistical Deficiency for Task Inclusion Estimation

• Key result: details
• Language Models Resist Alignment: Evidence From Data Compression

• Dataset name: description
• AfriMed-QA: A Pan-African, Multi-Specialty, Medical Question-Answering

Benchmark Dataset

• Method name: description
• AGrail: A Lifelong Agent Guardrail with E!ective and Adaptive Safety Detection

• Catchy phrase + description
• ”Yes, My LoRD.” Guiding Language Model Extraction with Locality Reinforced

Distillation

• Whose Boat Does it Float? Improving Personalization in Preference Tuning via

Inferred User Personas
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Why is the Abstract Important?

For readers:

• find out what the paper is about (beyond the information in the title)

• get a summary of the most important findings

• decide whether they want to read the paper or not

For reviewers:

• find out whether the paper is within their area of expertise

• decide whether they want to review the paper or not

• form a first opinion about the quality of the paper

Many readers will only read the title and the abstract. So this is the one chance to get

your message across!
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Why is the Abstract Important?

The abstract can also be a tool for the writer:

• helps you decide what your most important points are

• helps you clarify the overall argumentation of the paper

• provides a way of repeating important information

• allows you to influence who will read (and review!) the paper
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Content of the Abstract

Zobel (1997) o!ers the following practical advice:

• the abstract is typically a single paragraph of about 50–200 words

• it presents a summary of the paper’s aims, scope, and conclusions

• do not use acronyms, mathematics, abbreviations, citations (the abstract should

be self-contained!)

• be as specific as possible (instead of we improve the state of the art, write things

like we improve the state of the art by 3.5%)

• but only include important details.
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Organization of the Abstract

Zobel (1997) suggests to start by writing one sentence on each of the following:

1. A general statement introducing the broad research area.

2. An explanation of the specific problem to be solved.

3. A review of existing solutions and their limitations.

4. An outline of the proposed new solution.

5. A summary of how the solution was evaluated and the result of the evaluation.

So you start with five sentences, but then you can add additional sentences, re-write

the ones you have, merge them, etc.
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Exercise 1: writing an abstract

First, consider your own pitch. Swap pitches

• Write the 5 sentence abstract suggested by Zobel

• For sentence 5, just include how it was evaluated

Swap pitches. For your partner’s pitch

• Try to write down the 5 abstract sentences

• What information are you missing?
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Introduction

Acts as an overview of the entire paper, sets out the story of the paper

• What is the topic?

• Why is the work important?

• How is the work di!erent from prior work?

• What are the work’s contributions?

29



One potential outline of an introduction

¶1. Define central topic

• Try to define why this is important → hook

• Potentially use an example → often a figure

¶2-3. Explain why the topic is important and/or challenging

• End with a way to clearly transition to what you did

¶4-5. Summarise methods & experiments

• Your research questions
• If relevant

• Basic dataset information

• Experiments overview + key findings

¶6. Contributions list
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The first paragraph

Often the most di”cult one to write

• Give the audience a reason to keep reading.

• The importance of the work can derive from its applications, but also from pure

curiosity.

• In that case, you need to instill this curiosity in the reader!

• This determines how you need to justify the importance of your work.
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The classic “Figure 1”

Many NLP papers include a first-page figure. It can do a lot of work for you.

• Include an example. This helps

• Explain terminology or

• Illustrate a task

• Can illustrate methodology

• Visually simplifies

Title + figure ↓ illustrate what the paper is about
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Example 1: starting paragraph & figure

↭ Good: illustration of example & importance

↑ Not good: isn’t clear what the paper does

From Allaway and McKeown (2020).

33



Example 2: starting paragraph & figure

↭ Good: illustration of what was done

↑ Not good: not using the figure

From Wu et al. (2023).
34



Example 3: starting paragraph & figure

The Thirty-Third AAAI Conference on Artificial Intelligence (AAAI-19)

ATOMIC: An Atlas of Machine Commonsense for If-Then Reasoning

Maarten Sap,†? Ronan Le Bras,† Emily Allaway,? Chandra Bhagavatula,† Nicholas Lourie,†

Hannah Rashkin,? Brendan Roof,† Noah A. Smith,†? Yejin Choi†?
?Paul G. Allen School of Computer Science & Engineering, University of Washington, Seattle, USA

†Allen Institute for Artificial Intelligence, Seattle, USA
msap@cs.washington.edu

Abstract

We present ATOMIC, an atlas of everyday commonsense rea-
soning, organized through 877k textual descriptions of infer-
ential knowledge. Compared to existing resources that center
around taxonomic knowledge, ATOMIC focuses on inferential
knowledge organized as typed if-then relations with variables
(e.g., “if X pays Y a compliment, then Y will likely return
the compliment”). We propose nine if-then relation types to
distinguish causes vs. effects, agents vs. themes, voluntary
vs. involuntary events, and actions vs. mental states. By gen-
eratively training on the rich inferential knowledge described
in ATOMIC, we show that neural models can acquire simple
commonsense capabilities and reason about previously un-
seen events. Experimental results demonstrate that multitask
models that incorporate the hierarchical structure of if-then
relation types lead to more accurate inference compared to
models trained in isolation, as measured by both automatic
and human evaluation.

Introduction
Given a snapshot observation of an event, people can easily
anticipate and reason about unobserved causes and effects
in relation to the observed event: what might have happened
just before, what might happen next as a result, and how
different events are chained through causes and effects. For
instance, if we observe an event “X repels Y’s attack” (Fig-
ure 1), we can immediately infer various plausible facts sur-
rounding that event. In terms of the plausible motivations
behind the event, X probably wants to protect herself. As for
the plausible pre-conditions prior to the event, X may have
been trained in self-defense to successfully fend off Y’s at-
tack. We can also infer the plausible characteristics of X;
she might be strong, skilled, and brave. As a result of the
event, X probably feels angry and might want to file a po-
lice report. Y, on the other hand, might feel scared of getting
caught and want to run away.

The examples above illustrate how day-to-day common-
sense reasoning can be operationalized through a densely
connected collection of inferential knowledge. It is through
this knowledge that we can watch a two-hour movie and un-
derstand a story that spans over several months, as we can
reason about a great number of events, causes, and effects,

Copyright c� 2019, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Figure 1: A tiny subset of ATOMIC, an atlas of machine com-
monsense for everyday events, causes, and effects.

while observing only on a small fraction of them. It also en-
ables us to develop Theories of Mind about others (Moore
2013). However, this ability, while common and trivial for
humans, is lacking in today’s AI systems. This is in part be-
cause the vast majority of AI systems are trained for task-
specific datasets and objectives, which lead to models that
are effective at finding task-specific correlations but lack
simple and explainable commonsense reasoning (Davis and
Marcus 2015; Lake et al. 2017; Marcus 2018).

In this paper, we introduce ATOMIC,1 an atlas of machine

1An ATlas Of MachIne Commonsense, available to download
or browse at https://homes.cs.washington.edu/⇠msap/atomic/.

3027

From Sap et al. (2019).
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Example 4: Starting paragraphs

How broad is that claim? Mapping Generalisation in NLP Research

Chenxin Diao Nataliya Stepanova
School of Informatics, University of Edinburgh

{chenxin.diao,nstepano,emily.allaway}@ed.ac.uk

Emily Allaway

Abstract

Generalisations are common in scientific com-
munication, even though they are semantically
ambiguous. An automated method is needed
to identify and categorise claims according to
their level of generalisation, in order help de-
tect an over-reliance on generalisations and pos-
sible misrepresentations of scientific findings.
We introduce a comprehensive taxonomy of
generalisations in the scientific domain, NLP-
GENX, which labels claims according to their
level of generality and framing within the text.
We operationalise this taxonomy with an LLM-
powered framework, NLPGENA, that auto-
matically classifies sentences from scientific
articles into 5 different generalisation classes.
We validate our framework with human anno-
tators and use the framework to construct a
large-scale dataset of NLP papers annotated ac-
cording to generality, with auxiliary labels for
hedging and vague descriptors (NLPGENS).
We use NLPGENS to analyse the use of gener-
alisations in NLP papers across multiple venues
and subdomains, and to examine associations
with citation counts, hedging, and vague de-
scriptors.

The dataset and code are available at https:
//github.com/cx-diao/nlpgen.

1 Introduction

Generalisations allow researchers to extrapo-
late from concrete findings to broader implica-
tions (Bunge, 1960; Peters et al., 2022). As a result,
they are abundant in scientific communication, in-
cluding in research articles (DeJesus et al., 2019).
However, by obscuring variability, these generali-
sations may also exaggerate or overgeneralise find-
ings beyond what is actually supported by evidence,
leading to potential misinterpretations.

Generalisations can take many forms in lan-
guage (see Fig 1), with varying semantic interpreta-
tions (Haigh et al., 2020; Bowker, 2023). Notably,
generics express generalisations without qualifying

Figure 1: Our taxonomy NLPGENX for classifying
outcome-reporting sentences in the NLP domain.

how broadly they apply. In both humans (Leslie
et al., 2011) and large language models (LLMs) (Pe-
ters et al., 2025; Allaway et al., 2024), this has been
shown to lead to overgeneralisation of a conclusion.
While generalisations, particularly generics, have
been extensively studied (e.g., Krifka et al., 1995a;
Leslie, 2008; Carlson, 2010; Neufeld et al., 2025),
most studies focus on relatively simple sentences.
The resulting theoretical definitions are then ei-
ther too abstract or syntactically limited (e.g., to
only bare plural subjects) to translate directly to
the scientific domain. Therefore, we propose a new
taxonomy that captures differing forms of generali-
sations in science.

Our taxonomy (NLPGENX) unifies definitions
from across multiple recent studies on generalisa-
tions in science (DeJesus et al., 2019; Peters et al.,
2024; Peters and Lemeire, 2024). Focusing on
sentences about results from the NLP domain, we
define five categories that capture different degrees
of generalisation. In scientific articles, very general
claims are often embedded within study-specific
framing (see Fig. 1c). We draw on DeJesus et al.
(2019) to capture this in our taxonomy.

Automatically identifying and classifying gen-
eralisations is challenging due to the complexity

From Diao et al. (2026).

From Chi et al. (2026).

36



Example 5: more starting figures

From Purkayastha et al. (2025)

From Newman et al. (2024).
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Why is the work important? How is it di!erent?

• Contrast with key prior works

• Show that your work is novel, unique

• What is the gap you are addressing

• Leave extensive discussion for later section

• Quick summary of why epistemically rigorous

38



What exactly is the work?

• Describe the scope and limitations of the work.

• State any underlying theoretical or methodological assumptions.

• Methodological & conceptual rigor

• More detailed summary of what you did than the abstract

39



State your contributions

Do this explicitly

• Why?
• Consider your audience

• Reviewers → need to assess these

• Other readers → want to know quickly what you did

• Isn’t this hand-holding?

• Yes! But it’s necessary

40



Example 6: contribution paragraphs

↑ Beware: being too concise, smashing contributions together

8914

trasts with the lack of variation in existing datasets.
We also develop a model for zero-shot stance

detection that exploits information about topic sim-
ilarity through generalized topic representations
obtained through contextualized clustering. These
topic representations are unsupervised and there-
fore represent information about topic relationships
without requiring explicit human knowledge.

Our contributions are as follows: (1) we de-
velop a new dataset, VAST, for zero-shot and
few-shot stance detection and (2) we propose a
new model for stance detection that improves
performance on a number of challenging linguis-
tic phenomena (e.g., sarcasm) and relies less on
sentiment cues (which often lead to errors in
stance classification). We make our dataset and
models available for use: https://github.com/

emilyallaway/zero-shot-stance.

2 Related Work

Previous datasets for stance detection have cen-
tered on two definitions of the task (Küçük and
Can, 2020). In the most common definition (topic-
phrase stance), stance (pro, con, neutral) of a text
is detected towards a topic that is usually a noun-
phrase (e.g., ‘gun control’). In the second definition
(topic-position stance), stance (agree, disagree, dis-
cuss, unrelated) is detected between a text and a
topic that is an entire position statement (e.g., ‘We
should disband NATO’).

A number of datasets exist using the topic-
phrase definition with texts from online debate
forums (Walker et al., 2012; Abbott et al., 2016;
Hasan and Ng, 2014), information platforms (Lin
et al., 2006; Murakami and Putra, 2010), student
essays (Faulkner, 2014), news comments (Krejzl
et al., 2017; Lozhnikov et al., 2018) and Twitter
(Küçük, 2017; Tsakalidis et al., 2018; Taulé et al.,
2017; Mohammad et al., 2016). These datasets
generally have a very small number of topics (e.g.,
Abbott et al. (2016) has 16) and the few with larger
numbers of topics (Bar-Haim et al., 2017; Gottipati
et al., 2013; Vamvas and Sennrich, 2020) still have
limited topic coverage (ranging from 55 to 194
topics). The data used by Gottipati et al. (2013),
articles and comments from an online debate site,
has the potential to cover the widest range of topics,
relative to previous work. However, their dataset
is not explicitly labeled for topics, does not have
clear pro/con labels, and does not exhibit linguistic
variation in the topic expressions. Furthermore, all

of these stance datasets are not used for zero-shot
stance detection due to the small number of top-
ics, with the exception of the SemEval2016 Task-6
(TwitterStance) data, which is used for cross-target
stance detection with a single unseen topic (Mo-
hammad et al., 2016). In constrast to the Twitter-
Stance data, which has only one new topic in the
test set, our dataset for zero-shot stance detection
has a large number of new topics for both develop-
ment and testing.

For topic-position stance, datasets primarily use
text from news articles with headlines as topics
(Thorne et al., 2018; Ferreira and Vlachos, 2016).
In a similar vein, Habernal et al. (2018) use com-
ments from news articles and manually construct
position statements. These datasets, however, do
not include clear, individuated topics and so we
focus on the topic-phrase definition in our work.

Many previous models for stance detection
trained an individual classifier for each topic (Lin
et al., 2006; Beigman Klebanov et al., 2010; Srid-
har et al., 2015; Somasundaran and Wiebe, 2010;
Hasan and Ng, 2013; Li et al., 2018; Hasan and
Ng, 2014) or for a small number of topics common
to both the training and evaluation sets (Faulkner,
2014; Du et al., 2017). In addition, a handful of
models for the TwitterStance dataset have been
designed for cross-target stance detection (Augen-
stein et al., 2016; Xu et al., 2018), including a num-
ber of weakly supervised methods using unlabeled
data related to the test topic (Zarrella and Marsh,
2016; Wei et al., 2016; Dias and Becker, 2016). In
contrast, our models are trained jointly for all top-
ics and are evaluated for zero-shot stance detection
on a large number of new test topics (i.e., none of
the zero-shot test topics occur in the training data).

3 VAST Dataset

We collect a new dataset, VAST, for zero-shot
stance detection that includes a large number of
specific topics. Our annotations are done on com-
ments collected from The New York Times ‘Room
for Debate’ section, part of the Argument Reason-
ing Comprehension (ARC) Corpus (Habernal et al.,
2018). Although the ARC corpus provides stance
annotations, they follow the topic-position defini-
tion of stance, as in §2. This format makes it diffi-
cult to determine stance in the typical topic-phrase
(pro/con/neutral) setting with respect to a single
topic, as opposed to a position statement (see Topic
and ARC Stance columns respectively, Table 2).

From Allaway and McKeown (2020). From Tyser et al. (2024).
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Example 7: contribution paragraphs

↭ Good explanation of experiments & findings

From Purkayastha et al. (2025).
From Chi et al. (2026).
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