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Recap

» Model-based learning from data

» Observed data as a sample from an unknown data generating
distribution

» Learning using parametric statistical models and Bayesian
models

» Their relation to probabilistic graphical models

» Likelihood function, maximum likelihood estimation, and the
mechanics of Bayesian inference

» Textbook examples to illustrate the concepts

» Today: two classical latent variable models with tractable
likelihoods
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Applications of factor and independent component analysis

» Factor analysis and independent component analysis are two
classical methods for data analysis.

» The origins of factor analysis (FA) are attributed to a 1904
paper by psychologist Charles Spearman. It is used in fields

such as
» Psychology, e.g. intelligence research

» Marketing
» Wide range of physical and biological sciences

» Independent component analysis (ICA) has mainly been
developed in the 90s. It can be used where FA can be used.
Popular applications include

» Neuroscience (brain imaging, spike sorting) and theoretical

neuroscience
» Telecommunications (de-convolution, blind source separation)

» Finance (finding hidden factors)
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Directed graphical model underlying FA and ICA

FA: factor analysis  |ICA: independent component analysis

» The visibles v = (v1,...,vp) are independent from each other

given the latents h = (hy,..., hy), but generally dependent
under the marginal p(v).

» |atent variable model: explains statistical dependencies
between (observed) v; through (unobserved) h;.

» Different assumptions on p(v|h) and p(h) lead to different
statistical models, and data analysis methods with markedly
different properties. Here: FA and ICA, later: VAEs
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1. Factor analysis

2. Independent component analysis
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Program

1. Factor analysis
e Parametric model
o Ambiguities in the model (factor rotation problem)
o Learning the parameters by maximum likelihood estimation
o Probabilistic principal component analysis as special case
o Example: Big Five personality test
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Motivating example: personality questionnaires

» People rate how well statements describe them, e.g. on a scale
from 1 to 5. Examples:

Statement Underlying factor
“I am the life of the party.” Extraversion

‘| get stressed out easily.” Neuroticism

“l have a rich vocabulary.” Openness

“l sympathise with others’ feelings.” Agreeableness

“l am always prepared.” Conscientiousness

» Answers to different statements are correlated, e.g. people
who agree with “l am the life of the party” tend to agree with
“l feel comfortable around people”.

» \We can find few underlying factors for such data: about
D = 50 statements (visibles) are well explained by H =5
factors (latents), which gives the “Big Five” personality traits.

» Each statement is mainly driven by one of the five traits, plus
some variation specific to that statement.
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Parametric model for factor analysis

» In factor analysis (FA), all random variables are Gaussian.

» [mportantly, the number of latents H is assumed smaller than
the number of visibles D.

» Latents: p(h) = NV(h;0,1) (uncorrelated standard normal)
» Conditional p(v|h; 8) is Gaussian

p(v|h; 8) = N(v; Fh + c, V)

Parameters 0 are

» Vector ¢ € RP: sets the mean of v

» F=(f,...,fy): D x H matrix with D > H
Columns f; are called “factors”, their elements the “factor
loadings”.

» W: diagonal matrix W = diag(Vy,...,Vp)

Tuning parameter: the number of factors H
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Parametric model for factor analysis

» p(vlh;8) = N(v; Fh + c,W¥) is equivalent to

v=Fh+c+e

H
:Zf;h;+c+e e ~ N(€0,¥)
i=1

» Data generation: Add H < D factors weighted by h; to the
constant vector ¢, and corrupt the “signal” Fh + ¢ by additive
Gaussian noise.

» Fh spans an at most H-dimensional subspace of RP (exactly
H if F has full column rank)
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Interesting structure of the data is contained in a subspace

Example for D =2, H = 1.
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Interesting structure of the data is contained in a subspace

Example for D = 3, H = 2 (“pancake” in the 3D space)

> 0

4

-4

Black points: Fh + ¢ Red points: Fh 4+ c + €

(points below the plane not shown)

(Figures courtesy of David Barber)
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Basic results that we need

» If x has density N(x; px, Cx), z density N'(z; p,,C,), and
x Il z then y = Ax + z has density

N(y; Apy + p,, ACLA" + C,)

(see e.g. Barber Result 8.3 or Deisenroth et al (Math for ML), Sec 6.5)

» An orthonormal (orthogonal) matrix R is a square matrix for
which the transpose R' equals the inverse R ie.

R' =Rl or R'R=RR' =1

(see e.g. Barber Appendix A.1 or Deisenroth et al (Math for ML), Sec 3.4)

» Orthonormal matrices rotate points.
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Factor rotation problem

» Using the basic results, we obtain

v=Fh+c+e
=F(RR' )h+c+e
= (FR)(R'h) +c+ ¢
= (FR)h+c+ ¢

> Since p(h) = N'(h;0,1) and R is orthonormal,
p(h) = N(h;0,1), and the two models

v=Fh+c+e v=(FR)h+c+e

produce data with exactly the same distribution.
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Factor rotation problem

» Two estimates F and FR explain the data equally well.

v

Estimation of the factor matrix F is not unique.

» With the Gaussianity assumption on h, there is a rotational
ambiguity in the factor analysis model.

» The columns of F and FR span the same subspace, so that
the FA model is best understood to define a subspace of the
data space.

» The individual columns of F (factors) carry little meaning by
themselves.

» There are post-processing methods that choose R after
estimation of F so that the columns of FR have some
desirable properties to aid interpretation, e.g. that they have
as many zeros as possible (sparsity).
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Likelihood function

» \We have seen that the FA model can be written as
v=Fh+c+e h~NhO0]1l €e~N(¢0 W)

with € 1l h

» From the basic results on multivariate Gaussians: v is
Gaussian with mean and variance equal to

Evl]=c V[V]=FF' +W¥

» Likelihood is given by likelihood for multivariate Gaussian.

» But due to the form of the covariance matrix of v, closed form
solution is not possible and iterative methods are needed (see
e.g. Barber Section 21.2, not examinable).
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Probabilistic principal component analysis as special case

» [n FA, the variances V; of the additive noise € can be different
for each dimension.
» Probabilistic principal component analysis (PPCA) is obtained
for
U, = g2 v = 5l

» FA has a richer description of the additive noise than PPCA.
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Back to the Big Five: data and learning

» Data: answers coded as integers 1-5. Each respondent gives
one data point v € {1,...,5}°% n respondents give an n x 50
data matrix.

» Model assumption: the ordinal answers are treated as
Gaussian. This is an approximation!

» Fit F,c, ¥ by maximum likelihood for several H; choose H
e.g. by comparing the likelihood across H.

» Rotation: choose R after estimation so that each row of FR is
maximally sparse, i.e. has one large entry and the others close
to zero. (e.g. “varimax” rotation)

» Personality profile of a respondent: e.g. posterior mean E[h|v]
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Back to the Big Five:

\'

[[lustrative numbers. Loadings after rotation,

F

rows sorted by trait.
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v: one respondent’s 50
answers (light: 1, dark: 5)

F: rows are statements,
columns are traits (red:
positive, blue: negative)

One large loading per row.
Factors are named by their

high-loading statements, e.g.

“talkative”, “life of the
party’” — extraversion.

h: five numbers summarise
the 50 answers

Boxed row: decomposed on
the next slide
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Back to the Big Five: representation

Statement /: “I am the life of the party.”
Answer i: 4

Respondent’s traits h. E=1.0, N =05, O = -05, A=05 C=-1.0

Mmean ¢; 2.9
Extraversion F;1hy B 0.9-1.0 =+0.9
Neuroticism Fisho | —0.1-0.5=-0.05
Openness Fj3h3 ] 0.1-(—0.5) = —0.05
Agreeableness Fj4hy 10.2:0.5=+0.1
Conscientiousness F;shs 0.0-(-1.0)=0
noise ¢; W +0.2
answer v; I
0 1 2 3 4 5

» Answer = mean + (loading X trait value) for each trait +
noise. Only extraversion contributes substantially.

(illustrative numbers)
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Program

1. Factor analysis
e Parametric model
o Ambiguities in the model (factor rotation problem)
o Learning the parameters by maximum likelihood estimation
o Probabilistic principal component analysis as special case
o Example: Big Five personality test

PML 2026 ©Gutmann, University of Edinburgh CC BY 4.0 FA and ICA 20/ 34


https://creativecommons.org/licenses/by/4.0/

Program

2. Independent component analysis
o The cocktail party problem
e Parametric model
o Ambiguities in the model
o sub-Gaussian and super-Gaussian pdfs
o Learning the parameters by maximum likelihood estimation
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Motivating example: the cocktail party problem

speakers

microphones

» D people talk at the same time, and D microphones record
the sound.

» Each microphone records a different weighted sum of the

voices, v; = ZJ-D:l ajjhj, i.e. v.= Ah. The weights a;; depend
on the distances between speakers and microphones and on

the room acoustics.
» Goal: recover the voices h; from the recordings v; alone,
without knowing A (“blind source separation”).
Note: In real rooms, echoes and delays make the mixing more complex; v = Ah is an

idealisation.
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Motivating example: is there structure in here?

» Three observed signals (vi1(t), va(t), v3(t)) = v¢ (top to
bottom), t = 1,...,500. What are the underlying sources?

(Figure 1.2, Independent Component Analysis by Hyvarinen, Karhunen, and Oja)
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Motivating example: sources estimated by ICA

=
.

1 H
= 50
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» Estimated from the observed signals only, without knowing A
or the sources h.

» Data points v; were treated as iid: the temporal order was not

(Figure 1.3, Independent Component Analysis by Hyvarinen, Karhunen, and Oja)
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Parametric model for independent component analysis

» In ICA, unlike in FA, the latents are assumed to be
non-Gaussian. (at most one latent may be Gaussian)

» The latents h; are assumed to be statistically independent
pn(h) = | [ pi(hi)
i

» Conditional p(v|h;8) is typically assumed Gaussian
p(vlh;0) = N(v;Fh+c,¥) o v=Fh+c+e

Called “noisy” ICA

» The number of latents H can be larger than D
(“overcomplete” case) or smaller (“undercomplete” case).

» \We here consider the widely used special case where the noise
is zero and H = D ("noise-free square ICA model™).
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Parametric model for independent component analysis

In ICA, the matrix F is typically denoted by A and called the
“mixing” matrix. The model is

D
v = Ah pn(h) = H pi(hi)
i=1

where the h; are typically assumed to have zero mean and unit
variance, and the data are assumed centred (c = 0).

The goal is to figure out A and the values h, from n observations
Vk,k: 1,...,/’).
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Ambiguities

» Denote the columns of A by a;.

» From
D D D 1
v=Ah= ;a,h, = kz::la,kh,k = ;(a,a,)oﬁh,
where (i1, ...,ip) is any permutation of (1,...,D) and

a; # 0, it follows that the ICA model has an ambiguity

regarding the ordering of the columns of A and their scaling
(including sign).

» The unit variance assumption on the latents fixes the scaling
up to the sign, but not the ordering ambiguity.

» Note: for non-Gaussian latents, there is no rotational
ambiguity.
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Non-Gaussian latents: variables with sub-Gaussian pdfs

» Sub-Gaussian pdf: (assume variables have mean zero) pdf that

is less peaked at zero than a Gaussian of the same variance.

» Example: uniform random variable
Samples (hl, hg)

Samples (Vl, V2)

a2. Veele st ~

':’al

Horizontal axes: h; and vi. Vertical axes h, and v». Not in the same scale

(Adapted from Figures 7.5 and 7.6, Independent Component Analysis by Hyvérinen, Karhunen, and Oja).
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Non-Gaussian latents: variables with super-Gaussian pdfs

» Super-Gaussian pdf: (assume variables have mean zero) pdf
that is more peaked at zero than a Gaussian of the same
variance.

» Example: Laplace random variable, where p(h;) o exp(—+/2|h;|)
Samples (hy, hy) Samples (v1, v2)

Horizontal axes: h; and v;. Vertical axes h» and v». Not in the same scale
(Adapted from Figures 7.8 and 7.9, Independent Component Analysis by Hyvérinen, Karhunen, and Oja).
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Distribution of the visibles

» The mapping h — v = Ah is deterministic and invertible. By
the laws of transformation of random variables

p(v; A) = pn(A71v)|det A7

(see e.g. Barber Result 8.1 or Deisenroth et al (Math for ML), Sec 6.7.2)
» Denote the inverse of A by B

biv
A~lv=Bv=
bpv
where the by, ..., bp are the row vectors of the matrix B.

» Given the independence of the latents, we thus have

p(v; A) = pp(A~tv)|det A~ = pn(Bv)| det B

D
i p,-(b,-v)] | det B
i=1
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Likelihood function

» Since the mapping from A to B is invertible, we can write the
likelihood function in terms of the matrix B,

» Given iid data D = {v1,...,v,}, we obtain

n

L(B) = ]]

D
p,-(b,-vk)] | det B
k=1

=1

» The log-likelihood is given by

n D

((B)=> ) logpi(bjvk) + nlog|det B
k=1i=1

» Can be optimised using gradient ascent (slow) or with more
powerful methods (see Barber 21.6, not examinable)
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The likelihood and the distribution of the latents

(B)=>,_, ZiDzl log pi(bivk) + nlog | det B|

» B and hence the mixing A can be uniquely estimated, up to
the scaling (sign) and order ambiguity, as long as the p; are
non-Gaussian (at most one latent may be Gaussian).

» Non-Gaussianity assumption on the latents solves the “factor
rotation” problem in FA.

» The pdfs p; of the latents enter the (log) likelihood.

v

If not known, they have to be estimated, which is difficult.

» [t turns out that learning whether the pdf of each latent is
super-Gaussian or sub-Gaussian is enough. (not examinable, Section
9.1.2 of Independent Component Analysis by Hyvarinen, Karhunen, and Oja)
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Back to the cocktail party problem

Try it yourself using the Python / Julia code on the course
homepage.
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Program recap

1. Factor analysis

e Parametric model

o Ambiguities in the model (factor rotation problem)

@ Learning the parameters by maximum likelihood estimation
e Probabilistic principal component analysis as special case

e Example: Big Five personality test

2. Independent component analysis
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@ The cocktail party problem

e Parametric model

@ Ambiguities in the model

e sub-Gaussian and super-Gaussian pdfs

@ Learning the parameters by maximum likelihood estimation
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